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Abstract— The authors present a method by which a robot de ned in part by the situation of the speaker. It should
can leamn the meanings of words from unlabeled correct —handlepolysemy or multiple meanings for the same word.
examples in context. The “word trees” method consists of |t ghoy|d be usable both for comprehension and production

reconstructing the speaker's decision process in choosing f ¢ t iust isolated ds. If t d ist
word. The facts about an object and its relation to other objets of sentences, not Just Isolated words. WO words exis

that maximally reduce the uncertainty (entropy) of word chaice ~ for @ concept, it should choose the better one. It should
become the decision nodes of this tree. The conjunction of make maximal use of its existing knowledge of grammar and
the choices leading to a word becomes its logical de nition. vyocabulary. It should handle misheard statements grdgeful

De nitions thereby become only as complex as is necessary gince nojse and error is a problem faced by infants and robots

to distinguish words in the vocabulary, making the method - . : .
appear to follow a heuristic that developmental psychologits alike. And nally, it should be able to learn a wide variety

call the “Principle of Contrast” Combined with a method  Of classes of words: prepositions, nouns, pronouns, verbs.
for inferring word type and reference, the method produces Below, we shall describe a system that addresses all of
semantics complete enough to produce or understand full these issues. We propose that the learner's goal should be
sentences. The method was implemented on a robot with visyal not to learn when words are “right” and “wrong,” but to

auditory, and positional sensors, and succeeded in learnnthe reconstruct the decisions that the speaker made in choosing

differences between “I,” “you,” “he,” “this,” “that,” “abo ve,” ) . 4
“pelow,” and “near.” a word for a particular object. When the time comes for the
learner to choose a word for an object, the learner can follow
. INTRODUCTION the reconstructed decision process to come to the correct

How is it possible to learn the meanings of words withoutword. To understand a word, the learner can work backwards,
negative examples? Young children usually are not cordectepositing the decision outcomes that led to that choice ofiwor
when they misuse words, and when they are corrected, thdyor example, “he” might imply that the referent is not the
appear to ignore the evidence [1]. Moreover, children carspeaker, or else the speaker would have said “I,” and not the
learn language almost entirely without explicit instroati addressee, or the speaker would have chosen “you.”

[2], suggesting that they must learn primarily from correct These principles can be combined with the principles of
examples of word use. formal semantics [3] to create a exible system for learning

Learning from positive examples alone can be dif cult the meanings of words. Simply by observing the experi-
because an algorithm that conservatively sticks to its exmenters describe various situations using full sentertbes,
amples, or even distributions about those examples, wikystem learned logical de nitions for the words “I,” “you,”
never generalize in a human-like manner. For example, oncte,” “this,” “that,” “above,” and “below,” in such a way tha
something is “hot,” there is no point beyond which incregsin they could be used for either production or comprehension.
the temperature makes it cease to be called “hot”; a young No previous word learning system has been able to handle
learner does not need examples of in nitely hot items toall of the requirements mentioned above. Word learning sys-
learn this. If this seems intuitive, recall that many leagni tems that incorporated some kind of grounded semantics have
algorithms instead seek to impose normal distributions otypically restricted their inquiry to a particular part gfeech
nite boundaries on concepts. [4]-[6], restricted concepts to nite regions of the contep

There are more conditions that we might want for a generadpace [4], [7], could not handle deixis or polysemy [4], [7],
word learning system. It should be able to learn de nitionshad no way to deal with numerical data [8], [9], or could
involving conjunctions: “this” is both something that iosk  not understand or produce complete sentences [4]-[9]. In
and is an object instead of a person. It should be ablexchange, these systems have often provided good algarithm
to learn terms ofdeixis such as “here” or “I,” which are for word segmentation [4], [7], [8] and/or visual classitgan



Fig. 1. The robot Nico, on which the word learning system waslé- Fig. 2. The pig toy used in the experiment, attached to thek€risensor
mented. the robot used to nd it.

[4], [6], [7], two issues that will not be addressed here.  pall and a plush toy that looked like a pig were equipped
Il. ROBOTIC IMPLEMENTATION with Cricket receivers (Figure 2), while the ceiling of our
. . . laboratory was equipped with 9 Cricket beacons arranged
Ou_r Wor_d learning system is built to b_e modl_JIar, andiy 53 3 grid, each roughly 1.5 m from its neighbors.
function with any robot that can provide its environmentry,, yyo:0ng and receivers communicated via radio signals to

information, in predica’Fe form. Nevertheless, we wil begindetermine distances between each, and the robot performed
by presenting the details of the sensory systems of our yobo least-squares calculation to determine the location cff ea
Nico (Figure 1). In doing so, we hope to make the abStraCBbject in 3-dimensional space

algorithms that follow a bit more concrete. For each sensor-object, a symbabjl or obj2 was

A. Vision: Faces and gaze direction added to the environment. The distance in centimeters be-
The robot's visual system was used for nding people andween each entity in the environment was then calculated and

determining the directions they faced. A wide-angle ccpadded to the environment with tigst(X,Y,V)  predicate,
camera in Nico's right eye grabbe8?0 240 images at ©-9-dist(perL, objl, 30.5) - For the purpose of this
30 frames per second. These frames were passed to wwglculation, the faces described earlier were assumed to be
separate face detectors using the Viola and Jones objet Xed distance of 60 cm from the robot, since the vision
nding algorithm [10]. One face detector was used to nd system d|d not have access t_o visual depth information.
pro le faces, the other, faces looking directly at the rabot !N @ddition, the absolute height above the ground for each
Output from these two face detectors was combined usinPbJeCt could be computed from the Cricket sensors. The dif-
the forward algorithm [11] to give an estimate of whether aer.encehelght(X) - height(v)  for each object pair
person was more likely to be looking to the side or directly(X; Y ) was encoded as the predicaséHeight(X,Y,V)
at the robot at a given time. c
For each face detected in the visual scene, a new symbol ) )
perL or perR was added to the logical representation of A dual-channel microphone was used to determine the
the environment, corresponding to whether the person wa3Peaker of each utterance. The two microphone heads were
detected on the left or ride side of the visual eld. (We placed 30 cm apart and 50 cm in front of the robot. Within the
assumed there would be at most one person on either siPhinx-4 speech recognition system, whether the speaker wa
of the robot to ease audio localization.) For each of thest® the left or right was determined by comparing the average
symbols, person(X) was added to the environment. In volume of the two channels over time. The symbol for the
addition, lookingAt(X,Y) (short for “possibly looking cor_responding persoperL or perR, was then bound to the
at’) was true for any paiX;Y such thaty was in the half- VariableS (for speaker). - _
space 30 cm away fron{ , on the other side of the plane to  For the purpose of speech recognition, we gave Sphinx

Audio: Speaker detection and speech segmentation

which X 's looking direction was perpendicular. a context-free grammar containing only the words in our
The robot also always had its own symbol experiment. The grammar allowed all pronouns and nouns

nico . The robot assumed person(nico) and o be interchangeable.

lookingAt(nico,Y) for anyY in its visual eld.

D. Other predicates and prede ned words

B. Sensor networks: Object localization and distance To perform its inferences, the system needed some existing
To nd objects and distances between them, we used theocabulary so that it could understand the context of new
Cricket Indoor Location System [12]. Two objects, a tenniswords. Five de nitions were given to the system. “Pig”



and “ball” were de ned asX:obj 1(X) and X:obj 2(X), Then, to understand a word, the system can trace a path from
and these properties were always trueobfl andobj2 , a word back to the root to generate its meaning. Word trees
respectively. For symmetry, each other symbol was alsagiveare a kind of decision tree [15], but to our knowledge, this
a predicate of the same name that was true uniquely af the rst time decision trees have been built for use in the
itself. “Is” was de ned as X:ident (X;X ), the identity “reverse direction” to create logical formulas.

property; every object held this relation with itself. Thend The reader may consult Figures 3 and 4 for examples of
“got” was de ned as X: Y:got (X;Y ) wheregot(X;Y ) iff  word trees. At the leaves of the tree are the words, while
dist(X;Y) < 30 cm andX 6 Y. The article “the” was the interior nodes represent decisions about aspects of the
de ned as a function that looked for an instance of a noun ineferent. Each decision consists of attempting to satisfy a
the environment. Thus, at the beginning of the experimeniogical predicate with at most one real number, such as

the system could l_md_erstar_wd suc_h sentences as “The pig g@ist(S,X, V) , indicating the distance between objects
the ball” as meaninglist(obj1, obj2) < 30 cm or S andX isV, and a threshold on the predicate's value,
“The pig is the pig” asdent(objl, objl) : such asV 30. (We will sometimes use the shorthand

IIl. WORD TREES dist(X,Y) <= V , or omit mention of the threshold en-

A Inferring tvoe from sentence context tirely if the attribute is boolean, assuming it to bel.) In
' 9P ) choosing a word to describe the relationship between abject
Once the robot has recognized an utterance and changedgtandx , the system would decide wheth@rand X satisfy
into text, it attempts to parse it in Prolog using a simplethis predicate and threshold. If the predicate is satistbe,
discrete clause grammar, adapted from [13]. Our parsgfath on the left is followed; if they do not, the path on the
additionally requires that the system can match all the Bouryight. This process continues until a leaf is reached, atihi
and pronouns to objects in its environment, and that the VerBoint the most common word at the leaf would be chosen.

IS one.|t has encquntered previously. The variables in a word tree have a special meaning, be-

If this parge fails, the rogot tzen pr%c_:eeds to sear((:jh fOFause they relate back to the semantics of the word. In formal
a mapping between a word and an object, or a word andgantics, nouns and intransitive verbs are represented by
a relation, that will make the sentence parse correctly. We, 1o finctions of the formX:word (X), while verbs

refer to this process as nding thextensmnpf the word _and prepositions tend to have the forkn Y word (X;Y ).
[3]. Whether the system searches for an object or a relat'Oﬁ‘hese correspond to the notion that nouns are fundamen-

depends on the grammatical role the new word appears 'i%lly “unary,” referring to one thing, while transitive \Es

p!ay in the sent”ence. _For example, if the“r(_)b”ot hefirs “Th%nd prepositions are “binary,” referring to relations betw

pig foo the ball,” and it knows the words “pig” and "ball,” i,gs The variableX andY in the word tree correspond
Fhen It can mferlthat the overall Ioglcal-form Of, the sentenc , yege variables, which can be bound using partial pafses o
is foo(X,Y)  with “X” bound to the pig in _th,'s case and the sentence. Thus, if the system hears “Thefdoghe cat,”

\_( _bound _to the ball. On the other hand, if it hears The and only lacks a meaning fdoo, it will make its decisions
pig is foo,” it assumes that the unknown word has the Ioglca{Nith X bound to its dog symbol an¥ bound to its cat

for_lr_rrl] X: fooh(X) .W'th X IploEnd t]? the pig. ided symbol. Trees for unary words and trees for binary words
e search continues until the reference provided creates 4 < pe kept separate, lest the tree refeivtavhen it is

meaning that the robot can match with its sensory knowledgqmde ned in the unary case. In addition to bindixg and
For example, if the robot hears “Foo got the ball” and only '

ossiblyY, the variableS is always bound to the speaker.
one person has a ball, the extension of “foo” will be assumeg y y b

. : To look up the meaning of a word, the system nds
o be the person who has the ball. In this way, even if thea leaf that corresponds to the word, and then rebuilds

speaker is neither looking nor pointing at the referent, th?h meaning of the word by following the path back to
robot can use sentence context to determine the reference of . . : ;
the root. The meaning of the word is the conjunction of

the unknown word. .
For further implementation details, we refer the readetIhe predicates encountered on the way back to the root,

to our forthcoming AAAI paper on the TWIG system for with the predicate negated if the branch used to reach the

inferring extension and type [14]. The important result for\r,]vcc);:g ;fe: snr?:vtvn(uigs?:tilgs;uerz) ;éart]ﬁg rr':g;n?zgngf)l?‘ihlig" t?se
the current paper is that the word tree algorithm receives thx: S: : person(X) & dist(S.X) <= 28.8cm in-

new word, whether it is binary or unary, and the symbols for .~ = . . :
Y y y dicating that “this” is something that is not a person, but

the particular objects to which the word refers. is no more than 28.8 cm away from the speaker.

B. Interpreting word trees It is thus straightforward to compile an arbitrary word
New to this paper is the concept of \word tree for  tree into a Prolog le of logical word de nitions, which can
determining meaning. Word trees can be interpreted as rephen be added to the robot's existing vocabulary for parsing

resenting the decisions a speaker faces in choosing a wordnderstanding, and producing utterances.



C. Learning word trees The split is only made nal if it is also signi cantg <

Since we wish the robot to be able to learn by observiné)3001) by the standards of Yates' continuityjcorrected chi-
other conversations, the algorithm for learning word tises SAuare test [16] performed or2a n table of splitter truth vs.
unsupervised. The tree is built recursively by accumugatin Word choice. If the split is both informative and signi cant
evidence from the world at each leaf, then “splitting” a nodethe evidence is then_d|V|ded between the two new children
into an interior node and two leaves when there is suf cientof the node; otherwise, the current node becomes a leaf,
statistical evidence to do so. The methods used here toalecitith the word it represents determined by simple majority
when to split are from Quinlan's ID3 system [15]. among the evidence stored there. (Using maximal stafistica

The tree begins as a single leaf node with no associategl9n cance alone as a splitting criterion tends to produce
meaning. On hearing a word in reference to an object, th€es with a plethora of almost-synonymous de nitions for
word, object, speaker, and the state of the environment a@ch word when the data set gets large. Distinctions can be
stored at this leaf node together. The word is stored aighly signi cant without being terribly informative.)
text, the object and speaker are represented by their sgmbol The tree can be updated online without reconstructing the
in the predicate logic, and the state of the environment igvhole tree. When a new piece of evidence is added to an
represented as a list of predicates generated by the rothat at existing tree, it updates the tables containing the infdiona
time of the utterance. We shall refer below to this collettio 9ain and signi cance data for the existing splitters at thety
of word, object, speaker, and environment as a single piecgnd adds its own splitters to the pool. If this leaves the best
of “evidence.” splitter unchanged, the root remains the same and the piece

On receiving a new piece of evidence, the node also gene@f evidence recursively updates the branch of the tree that
ates “splitters” based on the evidence: a list of predicates it satis es. Thus, the new evidence only needs to update the
thresholds that could be used to split all the overall exaspl nodes that it satis es. However, if the new evidence results
seen so far into two groups. These predicates can only efer i @ new best splitter for an interior node, the whole subtree
the variables( , S, V (for the oating point value), and possi- ©Of that node must be remade. Even in this worst case, the
bly Y if the tree includes words with “binary” semantics. The running time remains polynomial: each update is linear in
thresholds are chosen to be the same values as are presentti number of pieces of evidence, the number of predicates,
the evidence itself, with a splitter generated for both flesg¢  the size of the new vocabulary, and the number of thresholds
than or equal to” and “greater than or equal to” case for eachn each predicate. (This last parameter is currently liear
value seen in the evidence. For instance, with the bindingie number of pieces of evidence, but thresholds could be

X = iandY = j, thendist(i, j 30.0) would sampled to bound it by a constant.)
result in the splittersdist(X, Y, V) & V >=30.0 If there is a tie for information gain between a boolean
anddist(Y, X, V) & V <= 30.0 , among others. The predicate and a rational-valued predicate, it is brokeavof

splitters implied by the new evidence are added to an egistinof the boolean predicate, on the assumption that these tend
pool of splitters generated by previous pieces of evidence.to be more “informative” in a broader sense.

Next, the algorithm must decide which of these splitters (if
any) it will use to split the evidence. This is done by nding
the splitter which maximizes thimformation gainprovided
by the splitter. LeW be the set of all worde/; at the branch,
and letw; 2 Ws if it was used under circumstances when
splitter S was satis ed, andv; 2 W. s otherwise. Then

IV. EXPERIMENT: |, YOU, HE, THIS, THAT, ABOVE,
BELOW, AND NEAR

A. Setup

For 200 utterances, the experimenters moved the stuffed

_ B jWsj iW. sj pig and ball to different locations in the room, and then spok
Gain(S) = H (W) Wi H(Ws) Wi H(W:s) (1) one of the following utterances ([noun] should be under$too
h to be “ball” or “pig”): This is a [noun] That is a [noun] |
where got the [noun] You got the [noun]He got the [noun] The

~ Wi jWij [noun] is above the [noun]The [noun] is below the [noun)]
H(W) = JWIJ ong—'j (2)  The [noun] is near the [noun]
iwj2W

The locations for the items included next to the robot, on

Readers may recognizel (W) as the entropy of W, the steps of a ladder, in the hands of one of the experimenters
characterizing the average amount of information in a singlon various tables situated about the room, and underneath
word. Gain(S) is the expected reduction in entropy on those tables. The experimenters remained roughly 60 cm in
learning the truth or falsity o6. The splitter with the most front of the robot and 50-70 cm away from each other, and
information gain is thus the fact about the referent thatook care to face the appropriate individual (or robot) when
maximally reduces the “surprise” about the choice of word.saying “you” or “he.”



person(X) person(X) person(X)

/\

| this | dist(s,><)/>=\27.3cm ?‘SO dist(S,X) <= 28.8cm
that this | Iooyt(s\,X) this thas
you he
(a) (b) ()

Fig. 3. The word tree that the robot created for pronouns et(ah 27th, (b) 40th, and (c) nal update to the tr&refers to the speaker, antl to the
word's referent; left branches indicate that the logicadicate is satis ed. “ident” indicates the two terms are @qu

B. Results relHeight(X,Y) >= 70.6cm

Many utterances were incorrectly recognized by Sphinx: at
least 46%, based on our review of the system's transcripts.
But because these false recognitions typically eitheuitet above relHeight(X,Y) >=-50.3cm
too many unknown words (e.g.H¢é is near the pig”) or
resulted in tautologies (e.g., “That is that”), the systeadm
no inferences from them, and so the errors usually did not
affect tree development. near below

Figure 3 shows the state of the unary tree at the 27th,
40th, and nal updates to the tree. Therson(X) distinc-
tion remained the most informative attribute throughow th
experiment, as it served to classify the two pronountyps in ¢ relative height, while “near” described an object neithe
two broad categories. The proximal/_distal distinctiontiis” particularly higher nor lower than the other. Though “near”
versus “that” was the next to be discovered by the systemyq1d not be de ned speci cally in the absence of “far,” the
The difference between “I," “you,” and “he” remained undlea gystem had at least learned when “above” or “below” would

Fig. 4. The tree the system created to de ne prepositions.

to the system for much of the experiment, because they reli more informative.

on two unreliable systems: the sound localization system

and the facing classi er, which had exhibited error rates of V. DISCUSSION

roughly 10% and 15%, respectively. Word trees solve several conundrums in the automated

The nal de nitions learned by the tree can be renderediearning of semantics. They avoid the problem of “negative
into English as follows: “I” is the person that is the speakerevidence,” because they make the target problem a matter
“You” is a person whom the speaker is looking at. “He” is aof choice among alternatives, some of which are simply
person who is not the speaker, and whom the speaker is nbetter than others. They allow the learning of concepts that
looking at. “This” is a non-person closer than 30 cm, andinclude conjunction (through consecutive positive brash
“that” is anything else. disjunction (through words appearing at different leayves)

The words “above,” “below,” and “near” were stored in a and negation (via the negative branches). The algorithm can
separate tree, because the grammar determined that they watso learn multiple meanings for the same word, because
binary relations instead of unary descriptions. Unfortehha  the same word can appear at different leaves with radically
phrases including these words were longer than the otherdijfferent meanings. Finally, the algorithm does not remain
and particularly vulnerable to speech recognition errgr; b too conservative in its de nitions from positive examples
the end of the 200 utterances, Sphinx had recognized onlyecause the tree partitions the space of objects completely
four sentences including “near,” and the word tree had yeand because items that exceed the threshold for a numerical
to split it from “below.” However, providing the system with property continue to satisfy the relevant property. Ourotob
one more example of “near” produced the word tree showimas never seen an object a mile away, but it would still know
in Figure 4. “Above” and “below” were de ned in terms to call it “that,” not “this.”



The ability to learn logical conjunctions is especially parts? These are all exciting avenues for future work.
important, bec;ause it aII_ows de nitions that are more campl ACKNOWLEDGMENTS
than the predicates which the system begins with. When the ) )
system is extended to learn concrete nouns, this capability '€ authors thank Justin Hart for helping our data col-
should allow the system to chain simple, low-level visual'ection, and Chrls Crick for sett|_ng up the Cru_:ket network.
properties into complex representations of shape. Support for this work was provided by a National Science

. - . Foundation CAREER award (#0238334) and NSF award
Some of the de nitions implied by Figure 3¢ may Seem?@534610 (Quantitative Measures of Social Response in

too simple, but they must be understood in the context of . i . .
the robot's conceptual and sensory capacities. “I” Autism). Some parts of the architecture used in this work

has more
connotations to a human than it does to Nico, but Nico's

was constructed under NSF grants #0205542 (ITR: A Frame-
de nition is suf cient to interpret nearby speakers’ sentes work for Rapid Development of Reliable Robotics Software)
or produce its own. The de nitions of “this” and “that” are
not as general as one might like, since they cannot captu}g
reference to abstractions (“this idea”) or take into act¢oun
relativity of scale (“this great country”), but they do cap
some interesting subtleties, such as the fact that “thistikh
not refer to the addressee even if he is close to the speakefy)

The addition of the speaker variabfemay have seemed
an ad hoc solution to the problem of deixis, but it should [2]
prove useful even for words that aren't deictic pronouns. Fo [3]
example, it can allow the learner to take a speaker's attitud
toward a referent into account: one can imagine a systen{4]
in which likes(S,X) distinguishes the words “good” and [5]
“bad.” The case of interjections is also interesting, beeau
they have no extension at all; yet every language has Word%s]
that conveyangry(S)

The information-theoretic decisions used in word trees!”]
may provide a parsimonious explanation for several differe
heuristics observed among children. For example, youngs]
word learners cease to overextend particular words when the[gl
learn more apt ones, a heuristic known as the Principle of
Contrast [17]. Similarly, young children reject perfeatigod
descriptions of objects if there are more appropriate wordd10!
a heuristic known as the Principle of Mutual Exclusivity [11
[18]. The act of reasoning backwards about why a particular
word was used is sometimes categorized as “theory of mind2!
[19]. Word choice based on maximal informativeness obeyg 3
Grice's Maxim of Quantity [20].

Word tree development can be treated as a model dt4
human word learning, but only if one takes into account
grammatical, conceptual, and perceptual developmenteTo b
used as a predictive model, word trees would need to bE>
presented with realistic word and property frequencietf wi [1g]
certain properties becoming available to the system only at
certain developmental milestones. The order in which words,
concepts, and situations are encountered plays a larg@role
determining order of acquisition.

There are still many questions that remain to be exploreg‘g]
with this system. How would the system work with raw
audio, instead of text from a speech recognizer? What chalt®l
lenges await in learning concrete nouns from visual data?zo
And can the “one unknown word” restriction be removed, so
that the system can learn phrases before understanding thei

7]

A

and #0209122 (ITR: Dance, a Programming Language for
e Control of Humanoid Robots) and from the DARPA
LO/SRI project. This research was supported in part by
a software grant from QNX Software Systems Ltd.
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