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Abstract—An embodied language-learning system is pre- nger-pointing, no longer applies. The only model to date
sented that can learn the correct deictic meanings for the wuals for learning “I” and “you” ignored this problem entirely by
I” and “you.” The system uses contextual clues from already  aating the referent of the word as a direct input to the

understood words and sensory information from its environment . . . .
to determine the most likely grounding for a new word. The network: an integer that gave the exact identity of who the

system also serves as a model for the phenomenon of pronoun Sentence was about [4]. Thus, realistic models for pronoun
reversal among congenitally blind children, as the systemelarns ~ learning through observation are fairly unexplored teryit

that “you” is its own name when it is blinded. The system is  and may provide insight into how children can learn other
novel among grounded systems in that it learns language by words through observation

observing interactions between other agents, rather thanrém Realisti dels of | . t al i
a helpful caregiver, and in that it associates words with sdel ealistic models of pronoun learning must also accoun

roles rather than reasoning about visual appearance alone. for pronoun reversala phenomenon that occurs primarily

Index Terms— pronouns, functional language learning, deixis, among autistic children [5], linguistically precociousidnen
pronoun reversal, humanoid robot, grounded language, blid  pefore the age of 2 [6], and congenitally blind children
language acquisition before the age of 5 [7], [8]. Pronoun reversal is the usage of
“you” or another pronoun where “I” is meant, or vice versa.
For instance, a child exhibiting pronoun reversal may say

The pronouns “I” and “you” present an interesting chal-“I don't want to comb your hair” when her mother offers
lenge to computational models of word learning. Though theéo comb her hair [8]. Though much pronoun reversal can
emphasis in word learning research has been squarely on ortge attributed to echolalia or imitation, particularly ineth
on-one interactions between parent and child, the word™youcase of autistic children, at least 48% of pronoun reversals
cannot be learned through this kind of interaction alonein one study of linguistically precocious children were not
because “you” only ever refers to one entity in that situatio imitations [6]. Another study that included a congenitally
the child. How is the child ever to learn the more generablind pronoun reverser found that only 29.9% of his reversal
meaning of “you” from this kind of interaction alone? were attributable to imitation [9].

Oshima-Takane has argued [1]-[4] that “I" and “you” Pronoun reversal among blind children has been attributed
are not learned solely through one-on-one interaction, bub a poorly developed understanding of self [7], de cits in
by observing others interact with each other. The evidencperspective-taking [8], and even partial autism brought on
includes the fact that second-born children learn “I” andby an inability to see facial expressions [10], but none of
“you” faster than rstborns [2] and that a neural network these explanations has been particularly supported by the
in simulation learned “I" and “you” faster when there were evidence. Instead, each study used the phenomenon itself to
more participants to observe [4]. Though neither of thesgustify its interpretation of the blind children's behavidf
ndings is conclusive evidence in itself, they both supportpronoun reversal is primarily a problem of language instead
the intuition that there is little to distinguish “I” and “w8  of concepts, as Oshima-Takane has argued [1], such “social
from proper names if the child only receives input from thede ciency” interpretations may be doing blind children a
primary caregiver. disservice.

Learning by observing other agents interacting with each In addition to its psychological interest, the problem of
other presents its own set of challenges, however. One tannlearning “I” and “you” is interesting from an arti cial inté-
depend on the participants to point at each other as thayence point of view because it challenges common assump-
say “I” and “you,” as this kind of gesture is unnecessarytions about how robots should learn language. One common
(if not rude) in normal conversation. Without the helpful assumption is that robots learn language through intenacti
caregiver tailoring the learning experience for the chitdich ~ with a single person at a time, who is talking directly to
of the proposed scaffolding for language learning, such athe robot in a situation of shared attention [11], [12]. Tisis
the exaggerated prosodic cues of “motherese” or helpfutlearly insuf cient to learn that “you” refers in general the
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person being addressed, because the teacher can only redbould be more interested in the “inductive step” of adding
to the robot as “you,” giving the robot no reason to believeto their vocabulary than the “base case” of learning rst
that the word can refer to agents besides itself. Designing words, since groundings for some words can be programmed
robot able to learn from conversations not directed toward iin before run-time. Thus, there is no reason to require that
is a daunting proposition, however, because the robot ¢annthe robot begin with an empty vocabulary.
rely on controlled gaze direction and pointing to determine With even a small vocabulary, the problem of determining
reference. Previous robotic language-learning methode hareferent becomes easier, because the robot can use the words
also been tailored to learn words associated with progertigt hears as pointers to objects in the environment. This fise o
that are computable from the image itself [11], [13], [14]tb context is especially important because a statistical ateth
“I” and “you” are not associated with any particular visual that associates every word with everything in the robot's
properties. environment cannot learn that “I” refers to the speaker and
Oshima-Takane's theory of pronoun learning suggested ttyou” refers to the addressee. During each utterance, there
us that robots should learn “I” and “you,” and by implication is always a speaker and always an addressee. The words “I"
other words as well, by watching humans interact with eactand “you” must therefore occur equally often in the presence
other, rather than by interacting with a teacher. On therotheof both speakers and addressees. Only the use of the context-
hand, Oshima-Takane's pronoun-learning simulation [4] di xing phrase “got the ball” allows the robot to concentrate
not deal with the problem of reference in the real world, noron which of these two agents the sentence is actually about.
did it take into account the existence of irrelevant prapert But there still could be any number of other properties
that might be accidentally associated with the pronounabout that agent to which the unknown word might refer.
instead. In short, this appeared to be a fruitful area for aror all the learner knows, the speaker could be talking about
interdisciplinary approach that could inform both sides. the color, position, or size of the person that has the ball.
We have implemented on a physical robot a method thathus, while determining the referent recessaryto learn
successfully learns the semantics of the pronouns “I” andhe words “I” and “you,” it is notsuf cient, because there
“you.” Though we have presented this system once beforgs still the question of what property of the person made the
[15], the current work expands on that work in the following word applicable.
ways. First, it was unclear how fast the learning was taking For this part of the learning, we fall back to statistical
place, and what affected this rate; we analyze this here. Semethods, to nd which properties are most strongly associ-
ond, in our earlier study it was not clear what the competingated with which words. Once reference has been established
word hypotheses meant, since these were essentially faky other words in the sentence, the system &ses2 chi-
variables assigned randomly to the sensed agents. Thoughuare tests [17] to nd statistically signi cant assoaats
there are now fewer competing hypotheses, they now haveetween the spoken words and properties of the referent. The
clear interpretations. Third, we have now implemented oufour squares of the chi-square table correspond to the ofses
model for blind pronoun reversal on the robot. Finally, vehil whether a word is present or not in the sentence, and whether
we originally presented these results to an audience mostihe property is true of the current referent. Chi-squaréetab
interested in robot usability, we felt the results would beand tests for every word-property pair are tabulated and
more interesting to an audience interested in learning andomputed; the resulting-values can then be interpreted as

development. con dences in the word-meaning pairs. (Chi-square values
resulting from alower than expected rate of coincidence are
IIl. AMETHOD FORBOOTSTRAPPEDWORD LEARNING ignored.) Finally, because many words and properties that

The challenge in learning words for pronouns is twofold. &€ only tangentially related may become signi cant with

First, how can the listener deduce who the word is about £nPugh data, only the highest chi-square value is taken to be

the referent of the statement? Second, how can the learnein® word's meaning. This method is similar to that used for
nding statistically signi cant word collocations in teqtL7],

determine whiclpropertyof that person the word refers to — il
whether it refers to that person's proper name, conversatio only here words are matched to sensed properties instead of

role, current action, physical appearance, or some othé&fther words.

property? Figure 1 provides an example of how the system analyzes
We do not require that the robot begin with no vocabulany2" Utterance.

whatsoever. To do so is an unnecessary handicap, both for

modeling purposes and for a practical implementation.-Chil

dren typically do not learn pronouns until they are roughly The algorithm described above was implemented on Nico,

2 years old, by which time they have already learned severalur humanoid robotic research platform (Figure 2), in the

concrete nouns and verbs [16]. Moreover, if we wish to buildcontext of a game of catch. Vision was handled by one of the

robots that can learn language from their environment, weobot's cameras running at 320x240 resolution. This image
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1. "You got the ball" 2. Alice 4. “you |~ “you’
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Fig. 1. An example of how the system associates words witpesties. (1) Bob says to Alice, “You got the ball.” The speeebognition software turns
the speech into a string, while localization determines Bab is the speaker and Alice is the addressee. (2) The sys¢amthes for words it already
understands, and nds that “ball” corresponds to the hdsfalperty. The system designates Alice as the referenth®rémaining words, because she has
the ball. (3) Each word that was not understood is associaittdAlice's properties, by increasing the words' collocat counts with those properties. (4)
The updated collocation counts are place®in 2 chi-square tables to compute the signi cance of each woopgrty association.
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Fig. 3. Processing pipelines for the word-learning robofraime-grabber
passed individual frames to a color processing module thaid the bright
yellow ball, and a face detection module that found the subjdocations.
Audio was localized between two microphones to determirealsgr, then
passed to the Sphinx-4 speech recognition program. Thgmems speech
was then compared to the sensed environment to ground woadings.

Fig. 2. Nico, the robot on which the system was implemented.

The world model consisted of the following salient prop-
was then passed to a module running the Intel OpenCV facerties: speaker which was true of the person speakiragi-
detector and another module built to nd the bright yellow dresseewhich was assumed to be the other perswsBall
ball in the image. Possession of the ball was determined byhich was true of whoever had possession of the ball; and
which face was closer to the ball's centroid. a unique property for each agent to represent identity. The

In the audio pipeline, a dual-channel microphone set wasobot's existing vocabulary consisted of knowing that “got
used to determine who was speaking. The two microphoneeferred to thehasBall property, allowing the system to
were set roughly 30 cm apart, and roughly 40 cm fromunderstand that either “got it” or “got the ball” referred to
each speaker. This separation was suf cient to localize théhe ball. (The same results could have been achieved by
auditory signal to “left” or “right,” depending on which aied  restricting subjects to saying “I got the ball” and “you got
channel exceeded a threshold rst. Audio was then passed the ball.”) The experimenter and a fellow graduate student
the Sphinx-4 speaker-independent speech recognitioarsyst tossed the ball back and forth and commented on the action

which turned the words to text via context-free grammarby saying “I got the ball,” “you got the ball,” “I got it,” or
The result was then passed to the word learning module fdiYou got it,” for a total of 50 utterances.
association (Fig. 3). The second experiment used the same setup as the rst, but

Processing was performed in real time, with the primarythis time the robot could not see who had the ball. Instead,
bottleneck being the speech recognizer. The recognizdfss s it could only sense when the ball was very close to it, using
reported processing time was 1.56 seconds per utteranite. Bthe size of the ball in its visual eld as a proxy for the
detection occurred at roughly 30 FPS, while face locatiorsense of touch. Thus, the robot could only tell when it itself
was updated at a rate of 1 FPS. Time to calculate chi-squappssessed the ball. Also, though the robot could sense who
values was negligible. was speaking, it could not tell who was being addressed.
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Fig. 4. Chi-square values for the word-property associatio Experiment
1. The large jump at utterance 20 marks the rst time the sydteard the
word “you.” The chi-square value for statistical signi azmn (3.84) is given
for reference, though meaning is attributed to a word basedsohighest
chi-square value. The second-best hypotheses, indictitaid|” and “you”
are the names of the two subjects, are also shown.
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Fig. 5. Chi-square values for the “you = robot” hypothesiewlthe system
was blinded. No other association achieved a valid chi+ggualue, though
this value would hold equally for any other property that waguely and
consistently true of the robot.

IV. RESULTS ANDANALYSIS

As Figure 4 shows, the unblinded system showed clear
long-term trends toward learning that “I" refers to the
speaker, and “you” to the person being addressed. These chi-
square values increased steadily over time, while the compe
ing hypotheses that they were names for the individuals rose
at a much slower rate.

For the rst 19 utterances, the speakers had only used the
phrases “I got the ball” and “I got it.” This produced zeros
in the denominator for at least one chi-square term in all of
the relevant word-property associations. The system had no
reason to assign any meaning to “I,” because it was a part
of every sentence, and no reason to assign any meaning to
“you,” because it was a part of none.

When “you got the ball” was nally spoken at utterance 20,
the chi-square value for the association between “you” and
the addressegroperty spiked. This was because both “you”
and reference to the addressee were rare events so far,gnakin
their coincidence highly signi cant. On the other hand, the
usage of “I” and reference to the speaker were both still very
common events, and so little could still be concluded from
their common occurrence.

This points to a rather surprising fact about chi-square
word-object associations: the more common properties gen-
erate less con dence. Because saying “you got the ball”
remained less common than saying “I got the ball” (and
reference to the addressee less common than reference to the
speaker), the con dence in the I/speaker association meedai
lower than the con dence in the you/addressee association
over the course of the experiment.

Examination of the underlying chi-square equations con-
rms this analysis. Suppose word W always refers to agents
with property X, and for the moment assume that there is
no error in hearing the word or perceiving the property. Let
w be the number of times W has been heard to refer to an
agent with property X, and lgh be the observed frequency
(0 < p < 1) with which property X is true of a referent
regardless of what words are heard. Cebe the total number
of words that the system hears, and assuwme C so that
the contribution from irrelevant words in the absence of the
property is small. Then it can be shown that

2 w(=p p (N

In addition to passing the ball back and forth, the two The calculations are somewhat tedious, and we omit them
speakers could also pass the ball to the robot, and say eithieere; they require the approximati¢@p w)?=p(C w)
“You got the ball” or “Nico got the ball.” Finally, because Cp w in the chi-square term corresponding to the case
the statements “I got the ball” and “you got the ball” now of ( word~ property). The chi-square value thus increases
provided no linguistic information to the robot when it did linearly with the number of times the target word is heard,
not have possession of the ball, names for the humans webeit inversely with the frequency with which the property is
added to the robot's vocabulary. The humans referred to eaadbserved to be true of a referent.
other by name when addressing the robot, and as “you” when The drop in con dence beginning at utterance 23 was

addressing each other.

caused by a series of speech recognition and localization



errors. Since the chi-square equations quickly become umwould have been the same as that for the association of
wieldy when multiple variables representing differentoerr “you” with the robot's identity. To distinguish between the
rates are added, we shall analyze only the most damagirtgro hypotheses, the robot would then have needed to employ
kind of error here: the effect of mistakenly believing thatsome other criterion besides strength of association. ‘d5w
the word has been used in conjunction with an agent thatot associated with any property in the blinded case because
does not possess the correct property. This occurred in otine system had no way of determining the referent of the
experiment when the speech recognition software mistookentence “I got the ball” when it did not possess the ball.
one pronoun for another, or when the localization routine

mistakenly attributed a correctly heard statement to thengr V. DISCUSSION

person. If is the rate at which occurrences of the event 1 ohor0ach presented here is more abstract than previous
(word ** property) are mistakenly interpreted as the event,,,,ches to robotic word learning, which have usually
N H ’
(word property), then the a“a'ogou_s assumptions 10 thg,c,seqd on associating words directly with sensory progert
errorless case result in the expression: [13]. In [11], for example, word associations were based on
2 2 mutual information between phoneme sequences and slightly
a ) : : :
1 p + T P ) (2)  preprocessed representations of shape. While appeamnce i
] ) an important cue for many nouns, it is not clear that this
Here,w is the true count of the number of times the word 50 roach can applied with success to the majority of words.
was used in conjunction Wl_th an agent bearing the corregt, example, words for artifacts, such as “paperweight’ ar
property; the agents count is actually  )w. The reader 4.6 often de ned by their function than by their shape [19].
can verify that when = 0, equation 2 reduces to the errorless The words “I” and “you” are not associated with visual
Ca_f_ﬁ ogeqqatmn ﬁf fi ina th < in th properties, but with agent roles. The fact that these worels a
e om;rlant(; ect(;] mcreasf;ng t, € errolr rais in t, N | universally learned with relative ease suggests that ranes
term (1 ) )°=p.w ere hasan € ect INVerse y.propor'uqna actions may be at least as important to word learning as iisua
to p. This partly explains why the decline in chi-square is S0, 0 51ance. By making functional properties salient fardwo
great due to error during the rst few utterances of “you™, acquisition, words that would be very dif cult to associate

not only is  effectively greater begause of the small V_algewith raw sensory data may become much easier to acquire.
of w, but the addressee property is uncommon, ampllfylnqn addition, functional de nitions are more closely reldt®

the effect of error. _Asympto'ucally, however, the error E,iw planning, which should prove useful in most applications of

changes the learning rate by a constant factor, leaving ﬂ\ﬁnguage

rankings of word—property associations unchanged_. . The system presented here also demonstrates the utility of
It has been suggested in the word-word collocation litera;

ture that chi its should b idered untoust being able to use sentence context to narrow the space of
ure that chi-square results snould be considered untistv , ,qipje referents for an unknown word. The conversational
thy unless the expected values in each square of the ¢

) : _~ Toles of “speaker” and “addressee” are always present in an
square _table are at Ie_ast 5 [17]. In this case, this heF"'St'Sbserved conversation, but the system presented here only
result; in the W.'e that Judgment should be withheld unt th associates the role associated with the sentence refeitént w
following condition occurs: the unknown words. Without sentence context to determine
R referent, both properties would be equally associated with
w > max(5=p;5<(1  p)) ) “I” and “you.” The use of statistical evidence to determine
In our experiment, this would have resulted in the systenthe exact property associated with a word after referense ha
withholding judgment on the word “you” until roughly utter- already been established can be seen as a middle ground
ance 32, thus avoiding the awkwardness of revoking and thelpetween associationist models and “Augustinian” appresich
reinstating con dence in the association with the addresse[19] that rely on context and inference to determine refeeen
property. More balanced occurrence of the “I” and “you” The mathematical properties of chi-square values appear
cases, so thap = 0:5, would have resulted in con dence to be well-suited to word learning. Con dence in a word-
much earlier, around utterance 10. property association is linearly proportional to the numbe
In the second experiment, association of “you” with theof times the word has referred to the property, which is a
robot's identity reached signi cance in about twenty uiter reasonable learning rate. Moreover, if a property is com-
ances when the robot was blinded (Fig. 5). This chi-squarenon, the system is reluctant to assign a word to it, while
value would hold equally well for any property that was uncommon properties are quick to be assigned words. This
always true of the robot when “you” was spoken, but neveis useful behavior, because it allows the system to quickly
detected about other agents. Thus, if the system had been ablssociate words with the aspects of agents that are unique
to tell that it was the addressee when it was being addressei, them. The ability to quickly learn new words for new
the chi-square value for associating “you” wiludressee properties is called “fast mapping” in the developmental
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literature [20]. Fast mapping is often explained as resglti a Programming Language for the Control of Humanoid
from inference from contrast, as in the statement “Bring meRobots) and from the DARPA CALO/SRI project. This re-
the beige one, not the blue one” [21], but chi-square tests casearch was supported in part by a grant of computer software

be seen as containing contrast information implicitly gsin from QNX Software Systems Ltd.

the learner's experience. The system's reluctance to assig
words to common properties would make “I” and “you” slow

to be learned compared to other words if it were learning altl
larger vocabulary, but this matches the developmentalngdi 2]
that “I" and “you” appear later than many nouns and verbs,
despite their prevalence. Though children obviously do not
consciously perform chi-square calculations, the undegly
neural machinery is probably subject to the same conss$raint
as our system if it is to nd meaningful, rather than acciden- [4]
tal, coincidences of word and property.

Any model of human pronoun learning should also be [5]
able to explain pronoun reversal. The present model display
some of the behavior of pronoun learning, but it does not
yet explain all of it. There is anecdotal evidence that blind [6]
children have trouble understanding “I” [7], which is less
easily accounted for by our model since they should be abld”!
to sense the deictic shift indicated by a change in speaker.
Our model also does not account for the nding that pronoun [8l
reversal is more common in utterances that involve more
than one pronoun [6]. Some cases of pronoun reversal have]
involved the substitution of third-person pronouns, ingtef
“you,” for “I” [8], a case that we do not handle here. Finally,
autistic pronoun reversal may indeed stem from theory o
mind de cits instead of linguistic error. On this last quest

X . . . 1]
our previous study [15] provided suggestive evidence tha[t1
theory-of-mind heuristics may be important for inferrifget  [12]
referents of many common statements.

The next steps for our research include the learning ofy3
other deictic pronouns, such as “this” and “that,” and the
extension of this framework to other word categories. Th?m]
idea that being the subject of an agent's attention is a ptppe
that can be treated the same as a visual property was critical
to learning the word “you,” and we expect that a similar[1®]
principle should hold true for other deictic pronouns when
applied to objects. Nothing about the present method océstri [16]
it to learning deictic pronouns; in fact, the idea of attenti (7
adding a property to its target is speci cally meant to make
deictic pronoun learning compatible with learning words fo [18]
more prosaic properties such as shape and color. It is Oi{g]
hope that by focusing on the hard case of learning deicti
pronouns, the general principles of how humans learn thgo]
meanings of words will become clearer.

(3]

%101

[21]
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